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Clustered Standard Errors When Only Some Clusters are Observed 
Bernard Black, Qian (Eric) Luo, and Ali Moghtaderi 

Abstract.  Abadie et al. (QJE 2023) propose two new variance estimators, one analytical 
and one bootstrap, for the important use case of a binary treatment where the number of 
clusters is finite (e.g., U.S. states), there are many treated and control units in each 
cluster, and only some clusters are observed.  They study a setting where treatment is 
randomly assigned within cluster but the treatment effect and probability of assignment to 
treatment vary across clusters.  Their simulations show that when all clusters are 
observed, conventional clustered standard errors (c.s.e.’s) can be severely conservative, 
but they find correct s.e.’s and coverage for their proposed two-stage cluster bootstrap 
(TSCB), with both OLS and cluster fixed effects, and good performance for an analytical 
variance estimator with cluster fixed effects.  We confirm that c.s.e.’s are conservative 
when all clusters are observed, but show that their results are a corner case.  When less 
than all clusters are observed (even slightly less), the TSCB produces neither correct 
s.e.’s nor correct coverage and can be inferior to c.s.e.’s or the wild cluster bootstrap.  
Their analytical variance estimator is also unreliable when only some clusters are 
observed.  Which variance estimator comes closer to correct coverage depends on the 
sample, the treatment, the outcome, and the fraction of observed clusters.  Moreover, a 
conservative s.e. does not necessarily imply conservative coverage.  Including versus 
omitting even a single influential cluster (California, in their dataset) can greatly affect 
s.e. and coverage estimates.
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I.  Introduction 

Abadie, Athey, Imbens, and Wooldridge. (2023) (below, AAIW) propose two new 
variance estimators, —one analytical (Causal Cluster Variance, or CCV) and one 
bootstrap (Two-Stage Cluster Bootstrap, or TSCB), for the important use case of a binary, 
randomly assigned treatment where the number of clusters is finite, there are many 
treated and control units in each cluster, and only some clusters are observed.  They study 
a setting where both the treatment effect and probability of assignment to treatment vary 
across clusters.  A canonical example, used in their simulations, is people within U.S. 
states.  This is a challenging case for conventional clustered standard errors (c.s.e.’s), and 
bootstrap approximations to c.s.e.’s, because the number of clusters is not large and states 
vary greatly in size (MacKinnon and Webb, 2017). 

They provide simulation e that their proposed two-stage cluster bootstrap (TSCB) 
provides correct standard errors (s.e.’s) and coverage when all 52 states (including D.C. 
and Puerto Rico) are observed.  These results hold across a number of models, with both 
ordinary least squares (OLS) and cluster fixed effects (FE) estimation.  Their analytical 
variance estimator (which they call causal cluster variance, or CCV) performs well with 
cluster FE, but overcovers with OLS, sometimes severely. 

We show that these favorable results represent a “corner case” that holds only 
when applies only when all clusters are observed.  We use their example of U.S. states, 
and systematically vary the number of observed states (clusters) from 2 to 52, When less 
than all clusters are observed (even slightly less), the TSCB produces neither correct 
standard errors nor correct coverage, and with a moderate number of observed states 
(number of clusters, denoted Nm (Nm ~10-40), can be inferior to c.s.e.’s or the wild 
cluster bootstrap.  Their analytical variance estimator is also unreliable when only some 
clusters are observed. Moreover, surprisingly, a conservative estimated s.e. does not 
necessarily imply conservative coverage.  We also show that s.e. and coverage estimates 
can be strongly affected by whether the sample includes, versus omits, even a single 
influential cluster (in their dataset, California).   

We study both their dataset and outcome, and a range of other treatments and 
outcomes using a different dataset.  The general results discussed above hold, but which 
variance estimator comes closer to correct coverage depends on the number of observed 
clusters, the sample, the treatment, and the outcome.  There is no single preferred 
approach. 

We extend their project in several ways.  First, and most centrally, we explicitly 
study performance when only a fraction q of all states are observed.  Second, they 
compare their CCV and TSCB measures to standard heteroskedasticity-robust standard 
errors (“robust” s.e.’s) and c.s.e.’s.  We also consider the restricted wild cluster bootstrap 
(WCR), proposed by Cameron, Gelbach, and Miller (2008), which is often preferable 
when Nm <~ 30.  Third, we assess whether the relative performance of different 
estimators is similar using a different dataset, with different treatments and outcomes.  In 
particular, they consider a continuous outcome; we also consider a binary outcome.  
Fourth, we study the importance of influential clusters.   
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We focus in the text on results with cluster FE, which is a more natural 
specification for applied work.  We present OLS results in the Appendix; these are 
generally consistent with the cluster-FE results in the text. 

The authors were kind enough to provide us with their data and Python code.  We 
first replicated their results using their code, then (i) expanded the code to handle the 
variations we wanted to consider; and (ii) wrote our own code in Julia, to speed up 
running time, but confirmed that the new code replicates their results.1 

II. Variance Estimators and Inference Methods for Clustered Data 

We evaluate the performance of five distinct variance estimators that rely on 
diverging assumptions regarding population structure and sampling fractions, for settings 
where the number of clusters in the population is known and finite. We begin with 
conventional heteroskedasticity-robust (“robust s.e.’s”) standard errors and clustered 
standard errors (c.s.e.’s). Standard theory prefers use of c.s.e.’s in the presence of intra-
cluster correlation.  However, AAIW demonstrate that when the fraction of observed 
clusters approaches one, c.s.e.’s can be overly conservative.  We contrast these with the 
design-based estimators proposed by AAIW—an analytical Causal Cluster Variance 
(CCV) and their Two-Stage Cluster Bootstrap (TSCB). Finally, to address the specific 
challenge of inference with few observed clusters, where both design-based and 
asymptotic approximations may fail, we also study the Restricted Wild Cluster 
Bootstrap (WCR) (Cameron, Gelbach, and Miller, 2008). 

A. The AAIW Estimators  
AAIW derive their estimators using a finite population framework. Their key 

insight is that the variance of the estimated treatment effect depends crucially on 𝑞𝑞, the 
fraction of population clusters observed in the sample. 

CCV is an analytical estimator.1 Unlike standard c.s.e.’s, which assumes 𝑞𝑞 ≈ 0 (a 
few clusters are drawn from a super-population containing many clusters), the CCV 
explicitly models and subtracts the variance component attributable to the unobserved 
clusters.  This component should go to zero as the fraction of observed clusters 
approaches one.  We note, however, that the asymptotic consistency of the CCV estimator 
relies on the number of sampled clusters going to infinity. This creates a theoretical 
tension in their analysis, and even more so in our analysis: we evaluate CCV in settings 
with as few as 𝑁𝑁𝑚𝑚 = 2 clusters, a scenario far from its asymptotic justification. 

The Two-Stage Cluster Bootstrap (TSCB) is the resampling counterpart to the 
CCV. To account for the finite population design, the TSCB modifies the standard cluster 
bootstrap, which simply resamples clusters, by proceeding in two steps: 

1. Cluster Resampling: Resample 𝑁𝑁𝑚𝑚 clusters from the observed sample to mimic 
the sampling of clusters from the population.  The variance introduced by this step 
should go to zero as the fraction of observed clusters approaches one.   

 
1  The replication is close but not exact because Julia uses different random number generators. 
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2. Treatment Resampling: Within each resampled cluster, resample the treated and 
untreated units based on the estimated cluster-specific treatment probabilities. 

The variance introduced by the cluster resampling step goes to zero as the fraction of 
observed clusters approaches one.   

B. The Restricted Wild Cluster Bootstrap 
The Restricted Wild Cluster Bootstrap (WCR), proposed by Cameron, 

Gelbach, and Miller (2008), is the standard alternative to c.s.e.’s for inference when the 
number of clusters is small (Nm <  30). Unlike the standard bootstrap (which resamples 
clusters with replacement and can fail when there are few clusters), the wild cluster 
bootstrap keeps the regressors and clusters fixed. Instead, it generates new pseudo-
samples by multiplying the residuals by a random weight variable. 

We employ the "Restricted" version of the WCB, which imposes the null 
hypothesis when estimating the residuals (simulating the distribution under 𝐻𝐻0). 
Simulation evidence suggests that WCR outperforms the unrestricted version (WCU) and 
standard asymptotic approximations when the number of clusters is small. However, the 
wild cluster bootstrap is a model-based procedure; it assumes the data are generated from 
a super-population (𝑞𝑞 ≈ 0). It is therefore theoretically unclear how WCR will perform in 
the finite-population, high-𝑞𝑞 environments studied by AAIW. 

III.  Simulation Design and Data Generation 

We base our simulation design on the AAIW framework, and confirm that we can 
replicate their results for Nm = 52. To accommodate our expanded analysis—which varies 
cluster counts from 2 to 52, incorporates the wild cluster bootstrap, and allows for binary 
outcomes—we transitioned the simulation environment from Python to Julia. This 
approach leveraged Julia’s Just-In-Time (JIT) compilation and native parallelization for 
performance gains. We validated the Julia implementation by confirming it reproduces 
the AAIW results with high precision. See Appendix A for Details on the computational 
implementation. 

A. Datasets 
Our analysis relies on two distinct datasets to evaluate estimator performance 

across different data structures. The first is the replication dataset provided by AAIW, 
which is derived from the 2000 U.S. Census long-form survey. This sample includes 
2,632,838 individual observations across 52 state-level clusters. 

The second is a dataset we constructed using a 5% random sample of Medicare 
Fee-For-Service (FFS) beneficiaries aged 65 and older for 2019. This dataset combines 
the Medicare Beneficiary Summary File with the MedPAR (inpatient), Outpatient, and 
Carrier claims files. The sample comes from a longitudinal panel, initially drawn in 1999, 
and replenished annually with new entrants to maintain a 5% sample of the Medicare 
population. The Medicare sample consists of 1,658,327 beneficiaries distributed across 
the same 52 clusters (50 states, D.C., and Puerto Rico) used in the Census analysis. 

Commented [BB4]: I don’t know what this means, can we 
delete? 

Commented [BB5]: Cite needed 
 
MacKinnon, J. G., Nielsen, M. Ø., & Webb, M. D. (2023). 
Cluster-robust inference: A guide to empirical 
practice. Journal of Econometrics, 232(2), 272-299. 



4 
 

B. Treatment and Outcomes  

For the Census analysis, we follow the definitions in AAIW. The treatment is an 
indicator for having completed some college education, and the outcome is ln(annual 
earnings in 2000).  

For the Medicare analysis, we examine the performance of the estimators across 
both continuous and binary outcomes. To maintain a consistent treatment assignment 
mechanism, we chose Ischemic Heart Disease (IHD) in 2018. We selected IHD because 
it is highly prevalent and exhibits the substantial cross-cluster variation required to 
effectively stress-test the variance estimators.2 The outcomes are: 

1. Hospital Days (treated as a continuous variable): The total count of days 
spent in a hospital during 2019. 

2. Mortality (Binary): An indicator for death from any cause recorded in 2019. 
We use OLS with cluster FE to study hospital days, and logit with cluster FE to study 
mortality.  To ensure robustness across different conditions and outcome distributions, we 
also perform simulations, reported in the Appendix, using ln(Medicare Spending) as an 
additional outcome, and using Diabetes as an alternative treatment variable. See 
Appendix B for ICD-10 diagnosis codes for IHD and Diabetes. Results for these 
additional specifications are generally consistent with our main findings and are reported 
in Appendix F. Table 1 summarizes the treatment and outcome pairs and their location in 
the text or the Appendix. 

[Insert Table 1 Here] 

C. Data Generation Process  

To evaluate the accuracy of the variance estimators, we must establish "ground 
truth" for the treatment effects. Because the true counterfactual is unobservable in 
empirical data, we generate a synthetic population where both the treated potential 
outcome 𝑌𝑌𝑖𝑖(1) and the untreated potential outcome 𝑌𝑌𝑖𝑖(0) are known for every unit. We 
follow the AAIW framework and notation, extending it to accommodate binary 
outcomes. See Appendix C for full computational details and mathematical derivations 
for this data generation process. 

1. Continuous Outcomes 
For continuous outcomes (e.g., log earnings, hospital days), we use the residual 
imputation method from AAIW. We first estimate state-specific treatment effects τ𝑚𝑚 
using state-specific OLS. We then calculate individual-level residuals by subtracting the 
estimated state-specific mean and treatment effect from the observed outcome. 

• 𝒀𝒀𝒊𝒊(𝟎𝟎) = individual residual + state-specific control mean. 

 
2 We selected Ischemic Heart Disease based on a preliminary analysis showing that state fixed effects 
explain a relatively high proportion of the variance in diagnosis rates. This ensures high inter-cluster 
heterogeneity in probability of treatment. 
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• 𝒀𝒀𝒊𝒊(𝟏𝟏) = 𝑌𝑌𝑖𝑖(0). + state-specific treatment effect 𝜏𝜏𝑚𝑚 × treatment effect scaling 
factor 𝑐𝑐𝜏𝜏 .  

The scaling factor 𝑐𝑐𝑡𝑡𝑡𝑡𝑡𝑡 is set to 1 to preserve variability in the original data. We vary 𝑐𝑐𝑡𝑡𝑡𝑡𝑡𝑡 
in the heterogeneity models.  

2. Binary Outcomes  
For binary outcomes (e.g., mortality), this approach is insufficient because it does not 
enforce the requirement that outcomes be 0 or 1. We developed a latent variable 
procedure based on the Probit model. 

• Latent Variable Estimation: We estimate state-specific Probit models to obtain 
the latent parameters (𝑎𝑎𝑚𝑚, 𝑏𝑏𝑚𝑚) that define the probability of a “1” outcome. 

• Truncated Error Simulation: To ensure consistency with the observed data, we 
recover the latent error term 𝑒𝑒𝑖𝑖,𝑚𝑚 for each individual. We draw these errors from a 
truncated standard normal distribution, where the truncation bounds are 
determined by the individual’s observed outcome (𝑌𝑌) and treatment status (𝑊𝑊). 
This ensures that the generated potential outcomes are consistent with the data: 
thus, for example, if a unit was actually treated and survived, their simulated 
𝑌𝑌𝑖𝑖(1) =1 (survival). 

• Transitivity: We ensure transitivity in the potential outcomes (e.g., a unit who 
dies in the control state would also die if treated if the treatment effect is harmful 
(𝜏𝜏𝑚𝑚 < 0.)); a unit who survives if control would also survive if treated if 
treatment is beneficial (𝜏𝜏𝑚𝑚 > 0). 

• Calibration: For binary variables, individual treatment effects are inherently 
discrete (Yi(1)  −  Yi(0) must be −1,  0,  or  1), preventing us from applying a 
uniform continuous treatment effect τ to each observation. We solve this by 
calibrating the simulation to match the observed data at the aggregate level. We 
first estimate the target treatment effect using a standard OLS regression within 
each cluster. We then generate potential outcomes (𝑌𝑌(1) and 𝑌𝑌(0)) for all units. 
We repeat the random error drawing process until the sample average of the 
simulated treatment effect matches the original OLS estimate for that cluster. 

3. Characterizing the Treatment Assignment Mechanism 
To accurately model the variation in treatment assignment across clusters, we 

derive the parameters for the treatment probability distribution directly from the observed 
data.  For each of the 52 cluster (state), we calculate the observed treatment probability 
𝐴𝐴𝑚𝑚 and transform it to a log-odds, θm  =   ln(𝐴𝐴𝑚𝑚 1 − 𝐴𝐴𝑚𝑚⁄ ). We then compute the mean 
(μlog-odds) and standard deviation (σlog-odds) of these 52 log-odds values. These two 
parameters define the distribution from which cluster-specific treatment probabilities are 
drawn in our simulations. 

4. The Population Treatment Effect and Coverage Definition 
We define the Population Average Treatment Effect (ATE) as the mean of the 

individual unit-level treatment effects across the entire population: 
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τ =
1
𝑁𝑁��𝑌𝑌𝑖𝑖(1) − 𝑌𝑌𝑖𝑖(0)�

𝑁𝑁

𝑖𝑖=1

 

 
This parameter τ serves as the fixed target estimand for our simulations.  Because the 
clusters are of different sizes, τ is not the same as the mean of the cluster level treatment 
effects τm. 

We evaluate the performance of each variance estimator by comparing the 
estimated s.e. to theoretical truth, and by calculating its coverage rate -- the percentage of 
simulation iterations in which the 95% confidence interval (CI)—constructed using the 
specific variance estimator (e.g., CCV, TSCB) or inference method (e.g., WCR)— 
contains the population ATE (τ).3 
 

5. Benchmarks for Variance and Standard Errors 
To evaluate the bias and accuracy of the s.e.’s and coverage ratios for each 

estimator, we compare them against two benchmark measures of "true" uncertainty. 
a. Design-Based Variance (Theoretical Truth in Asymptopia) 
The first benchmark for our analysis is the theoretical asymptotic variance derived 

by AAIW. This variance is calculated analytically using the complete schedule of known 
potential outcomes (𝑌𝑌𝑖𝑖(0), 𝑌𝑌𝑖𝑖(1)) and treatment assignment probabilities, and is denoted 
V for the OLS specification in the Appendix, and 𝑉𝑉�  for the FE specification. See 
Appendix D1 for computation details.  

b. Monte Carlo Standard Deviation (Empirical Truth) 
As a second benchmark, we also compute the Monte Carlo Standard Deviation, as 

the standard deviation (s.d.) of the vector of treatment effect estimates (𝜏̂𝜏1, … , 𝜏̂𝜏10,000) 
obtained from 10,000 simulation iterations. This is the actual finite-sample s.d. given the 
actual data generation Process.  

Consistent with the AAIW reporting convention, we report all s.d.’s and s.e.’s 
normalized by multiplying by √𝑁𝑁, to facilitate comparison across different sample sizes. 
See Appendix D2 for details.  

D. The Simulation Algorithm  

With the fixed population of potential outcomes constructed (as described in 
Section C), the simulation proceeds by repeatedly sampling from this population, 
estimating treatment effects (𝜏𝜏𝑚𝑚� ) and s.e.’s, and observing whether the 95% CI covers the 
observed estimate. For each number of observed clusters 𝑁𝑁𝑚𝑚), we perform 𝐽𝐽 =  10,000 
iterations. See Appendix E for more details on the simulation algorithm.  In each iteration 
𝑗𝑗, the algorithm executes the following steps: 

 
3 For WCR, which provides a CI but not an s.e., we derive the s.e. from the CI assuming the treatment 
effects are normally distributed. 
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1. Cluster Sampling: We randomly sample 𝑁𝑁𝑚𝑚 clusters from the full population of 
52 clusters without replacement. AAIW report results with 𝑁𝑁𝑚𝑚 = 52; in our 
extensions, 𝑁𝑁𝑚𝑚 varies between 2 and 52. 

2. Unit Sampling: We then randomly sample a fraction 𝑝𝑝 of units within each 
cluster. For the base model (AAIW model 1), 𝑝𝑝 = 1.0; for other models p = 0.10. 

3. Treatment Probability Draw: For each sampled cluster 𝑚𝑚, we determine the 
treatment assignment probability 𝐴𝐴𝑚𝑚,𝑗𝑗. Depending on the specification, this is 
either drawn from the log-odds distribution defined in Section C or fixed at the 
value observed in the data for cluster m.  For distribution based methods, the log 
odds is drawn from 𝒩𝒩�μlog-odds, 𝑐𝑐𝑙𝑙𝑙𝑙𝑙𝑙−𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜 × σlog-odds� where 𝑐𝑐𝑙𝑙𝑙𝑙𝑙𝑙−𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜 is a 
scaling factor that lets us vary the across-cluster variability in for treatment 
assignment probability; 𝑐𝑐𝑙𝑙𝑙𝑙𝑙𝑙−𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜 = 1 for model 1. 

4. Treatment Assignment: For every individual 𝑖𝑖 in the sampled clusters, we assign 
a treatment status 𝑊𝑊𝑖𝑖,𝑚𝑚,𝑗𝑗 by drawing from a binomial distribution with probability 
𝐴𝐴𝑚𝑚,𝑗𝑗. 

5. Outcome Realization: We construct the observed outcome 𝑌𝑌𝑖𝑖,𝑗𝑗 using the known 
potential outcomes: 

𝑌𝑌𝑖𝑖,𝑗𝑗 = 𝑊𝑊𝑖𝑖,𝑗𝑗 ⋅ 𝑌𝑌𝑖𝑖(1) + �1 −𝑊𝑊𝑖𝑖,𝑗𝑗� ⋅ 𝑌𝑌𝑖𝑖(0) 

In heterogeneity robustness models, Yi(1) is constructed using a scaled 
treatment effect τ𝑚𝑚′ = 𝜏𝜏𝑚𝑚 × 𝑐𝑐𝜏𝜏 for continuous outcome. For binary  outcome, 
see Appendix E for additional details. 

6. Estimation and Inference: We estimate the treatment effect 𝜏̂𝜏𝑗𝑗  (using OLS or FE) 
and calculate s.e.’s using the five estimators under study (Robust, c.s.e., CCV, 
TSCB, WCR). 

7. Evaluation: We record for each draw j the estimated treatment effect (𝜏𝜏𝑚𝑚,𝚥𝚥� ), s.e.j, 
sample size, and whether the 95% CI includes the treatment effect. 

E. Modeled Sources of Variation (Experimental Design) 

We conduct a series of simulations to stress-test the estimators. Similar to AAIW, 
we vary four key components of the data generating process.4 

1. Number of Observed Clusters (𝑵𝑵𝒎𝒎): Our primary contribution is examining 
performance as the number of observed clusters varies. We vary 𝑁𝑁𝑚𝑚 from 2 to 52 
and thus vary the fraction of observed clusters q from 2

52
to 1. 

 
4  We follow the AAIW notation, but for simplicity, drop their subscript k, which indexes 
population (for them, drawn from a hypothetical superpopulation), and treat the sample 
size as fixed.   
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• Implementation Note: For TSCB with non-integer 1/𝑞𝑞, we follow Booth, 
Butler, and Hall (1994).5 

2. Fraction of Units Sampled (𝒑𝒑): In model 1, we use all observations ((𝑝𝑝 = 1); 
other models use 𝑝𝑝 = 0.1. 

3. Treatment Assignment Probability (𝐀𝐀𝐦𝐦): We evaluate two assumptions 
regarding the treatment probability 𝐴𝐴𝑚𝑚: 

• Random (Stochastic): In our baseline, 𝐴𝐴𝑚𝑚 is drawn in every iteration from the 
log-odds distribution 𝒩𝒩(μ,σ), and thus varies across draws within each 
cluster. 

• Fixed (Deterministic): We also fix 𝐴𝐴𝑚𝑚 to the observed value for that cluster. 
This tests the estimators in settings where treatment probability is a stable 
structural characteristic. 

4. Heterogeneity Scaling (𝒄𝒄𝛕𝛕 and 𝐜𝐜log-odds): To assess sensitivity to cross-cluster 
heterogeneity in treatment effects and treatment assignment probability, we use 
scalar multipliers for the population parameters: 

• Treatment Effect Heterogeneity (𝑐𝑐τ): Scales the variance of the state-specific 
treatment effects (τm). 

• Treatment Assignment Heterogeneity (𝑐𝑐log-odds): Scales the variance of the 
treatment assignment probabilities (σlog-odds). 

For Model 1 (defined below), these scalars are set to 1, preserving the 
heterogeneity observed in the Census and Medicare datasets. 

F. Summary of Models:  Table 2 outlines the models we study. Each is summarized 
below 

[Insert Table 2 Here] 

Model 1 (Baseline): This specification replicates AAIW model 1. It utilizes the full 
sample (𝑝𝑝 = 1.0), and the heterogeneity in treatment assignment probability across 
clusters observed in the data (𝑐𝑐log-odds=1). 

Model 2 (10% sample): This specification is similar to model 1, but uses a fraction 𝑝𝑝 =
0.1 of the full sample.  Results are similar to model 1, so are presented in the Appendix.  
Because limiting the sample size does not meaningfully affect results, all other models 
are run with 𝑝𝑝 = 0.1 to reduce processing time. 

 
5 For the TSCB estimator formula, AAIW assume that 1/q is an integer.  To handle non-integer 1/q, they 
refer readers to Chao and Lo (1985).  Chao and Lo provide analytical bootstrap results primarily for integer 
1/q.  For non-integer 1/q, they merely say that one can run bootstrap iterations which use for each iteration 
either the next higher or next lower number of clusters with integer 1/q.  We use a similar but simpler 
formula for non-integer q proposed by Booth, Butler and Hall (1994). 
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Models 3-5 (Heterogeneity Stress Tests): To vary the level of across-cluster 
heterogeneity in treatment effect and treatment assignment probability, we use three 
"stress test" specifications: 

• Model 3 increases both treatment effect and treatment assignment heterogeneity 
by a factor of 4 (𝑐𝑐τ = 4, 𝑐𝑐log-odds = 4). 

• Model 4 examines the impact of heterogeneous assignment probability, with 
homogeneous treatment effects 4 (𝑐𝑐τ = 0, 𝑐𝑐log-odds = 4).  

• Model 5 examines the impact of heterogeneous treatment effects, with 
homogeneous treatment assignment probability 4 (𝑐𝑐τ = 4, 𝑐𝑐log-odds = 0).  Results 
are similar to Model 3, so are presented in the Appendix. 

Appendix Specifications: 
In the Appendix, we report results for additional variations. We conduct robustness 
checks where treatment probabilities are treated as fixed features of each cluster rather 
than random (Models 1A, 2A, 3A).  Results are similar to the underlying Models 1, 2, 
and 3. We also examine scenarios where the population is restricted to a subset of 40 
states (Models 2C, 4C) to test sensitivity to whether the number of clusters.6  Results are 
similar to the underlying Models 2 and 4. 
 
AAIW report analytic results that standard clustered s.e.’s are “heavily biased [upwards] 
if the fraction of the sampled clusters is large [relative to the number of clusters in the 
population] and there is substantial variation in the cluster-specific treatment effects.”  
However, their proposed estimators “can be conservative when there is no need to cluster 
because there is no heterogeneity in treatment effects or when there are too few treated 
and control observations per cluster to estimate the heterogeneity in the treatment effects 
precisely.”  Their dataset has both many units per cluster and substantial across-cluster 
heterogeneity in cluster-average treatment effects. 

IV. Results with the Abadie et al. (2023) Census Dataset 

Table 3 presents simulation results for the Census Log Earnings outcome paired with 
treatment of some college education across three distinct specifications: the baseline 
(Model 1), the high-heterogeneity stress test (Model 3), and the probability-heterogeneity 
only specification (Model 4). Panel A presents the comparison of normalized standard 
errors against the two measures of true variance. In Panel A1, our results replicate the 
core finding of Abadie et al. (2023). When all clusters are observed, we find that standard 
Cluster SEs and the Restricted Wild Cluster Bootstrap (WCR) are extremely 
conservative; they produce standard errors significantly larger than the Monte Carlo truth, 
resulting in coverage rates approaching 1.0. Conversely, Robust SEs perform surprisingly 
well in this setting, closely approximating the true variance. The design-based estimators 

 
6 We deterministically exclude 12 states, chosen randomly from the population. The excluded states are: 
AK, CO, DE, GA, MD, MN, MO, NC, ND, NE, UT, VA. 

Commented [BB13]: BSB to here 
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(CCV and TSCB) also perform well, correctly identifying the reduced variance inherent 
in a full-population sample.  
In Panel A2, when we observe only a subset of the clusters, however, these results are 
effectively reversed. Robust SEs become severely biased downwards, yielding poor 
coverage rates (≈ 0.76 − 0.81).The design-based estimators (CCV and TSCB), which 
excelled in the full sample, also exhibit downward bias in this setting, leading to under-
coverage (≈ 0.86 − 0.88).In contrast, the WCR, which was overly conservative in the 
full population, performs best in this partial-sample regime, providing the closest 
approximation to the Monte Carlo truth and maintaining near-nominal coverage (≈
0.94 − 0.95). 
Panel B presents the coverage of different inference methods. Panel B1 replicates the 
"corner case" finding of Abadie et al.: when the entire population of clusters is observed, 
standard clustered standard errors and the Wild Cluster Bootstrap (WCR) are overly 
conservative, producing standard errors significantly larger than the Monte Carlo truth 
and coverage rates approaching 100%. In this specific limit, the design-based estimators 
(CCV, TSCB) and even heteroskedasticity-robust standard errors correctly recover the 
lower true variance. Panel B2 illustrates the breakdown of these results when a fraction of 
clusters are unobserved. In this partial-sample regime, robust standard errors severely fail 
(coverage ≈ 0.76–0.81), and the design-based estimators (CCV, TSCB) underestimate the 
true variance, leading to under-coverage (0.86–0.88). Notably, the Restricted Wild 
Cluster Bootstrap (WCR), which over-covered in the full population, provides the closest 
approximation to the Monte Carlo truth and maintains near-nominal coverage rates 
(0.94–0.95) in this setting. 
Table 4 is similarly structured as Table 3 for Medicare total hospitalization days and 
ischemic heart diseases. This analysis assesses whether the distinctive performance 
patterns observed in the Census log-earnings data persist when applied to a count-based 
health outcome with a different underlying treatment assignment mechanism. We again 
report results across the baseline (Model 1) and heterogeneity stress tests (Models 3 and 
4). 

Panel A1 and B1 (𝑁𝑁𝑚𝑚 = 52): In the full population limit, the results strongly corroborate 
the findings from the Census data. When all 52 clusters are observed, the standard tools 
for clustered inference—Cluster SEs and the Restricted Wild Cluster Bootstrap (WCR)—
prove to be structurally conservative, producing standard errors that exceed the Monte 
Carlo truth and coverage rates that approach 100%. Conversely, Robust SEs, which 
ignore cluster-level variation, perform surprisingly well in this "corner case," closely 
tracking the true finite-population variance. The design-based estimators (CCV and 
TSCB) also perform correctly in this limit, accurately reflecting the reduced uncertainty 
of the full sample. 

Panel A2 and B2 (𝑁𝑁𝑚𝑚 = 30): When the sample is restricted to a subset of 30 clusters, 
however, the performance hierarchy reverses, mirroring the breakdown observed in Table 
3. Robust SEs fail to account for the re-introduced cluster sampling variance, leading to 
severe downward bias and poor coverage. The design-based estimators (CCV and 
TSCB), despite their success in the full sample, significantly underestimate the true 
variance in this partial-sample setting, resulting in under-coverage. The WCR, which was 
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overly conservative in the full population, emerges as the superior method in this partial-
sample regime. It provides standard errors that most closely approximate the Monte Carlo 
truth and maintains coverage rates closest to the nominal 95% level across all three model 
specifications.  
Table 5 presents the simulation results for the Medicare binary outcome of Mortality 
(paired with Ischemic Heart Disease). This analysis evaluates the performance of the 
variance estimators when the outcome variable is bounded $[0,1]$ and generated via a 
latent variable process, a scenario that challenges estimators relying on linear asymptotic 
approximations. We again report results for the baseline (Model 1) and heterogeneity 
stress tests (Models 3 and 4). 
In the full population limit (Panels A1 and B), the results mirror the "corner case" 
dynamic observed in the continuous specifications, though with sharper contrasts. When 
all 52 clusters are observed: Standard Cluster SEs and the WCR are massively 
conservative, producing standard errors more than three times the Monte Carlo truth and 
coverage rates of 100%. Robust SEs and the design-based estimators (CCV, TSCB) 
perform exceptionally well, matching the Monte Carlo truth almost exactly and achieving 
nominal coverage. This confirms that even for binary outcomes, the "super-population" 
penalty imposed by standard clustering methods is unnecessary when the sampling 
fraction is 1.  
When the sample is restricted to 30 clusters (Panels A2 and B2), the breakdown of the 
design-based and robust estimators is particularly severe for this binary outcome.Robust 
SEs and CCV collapse completely, underestimating the true variance by more than half 
and yielding coverage rates as low as 50–51% (Model 1). TSCB offers only a marginal 
improvement, still resulting in significant under-coverage (≈ 66%). The WCR is the only 
estimator that remains robust in this partial-sample regime. It recovers the Monte Carlo 
truth with high precision (e.g., 0.0021 vs. 0.0021 in Model 1) and maintains coverage 
rates near the nominal 95% level across all specifications. 
This consistency across datasets suggests that the "corner case" behavior of the Abadie et 
al. estimators is not an artifact of the Census data generation process but a fundamental 
property of the estimators when applied to finite populations. These results also highlight 
that while design-based estimators are optimal for the specific case of full-population 
observation, they are highly fragile in partial-sample binary settings where the Wild 
Cluster Bootstrap remains the dominant method for valid inference. 
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Tables 

Table 1: Summary of Simulation Data Specifications 
Table summarizes datasets used for simulations.  Census dataset is used by AAIW.  Medicare dataset is 5% random 
sample of Medicare fee-for-service claims, Parts A and B, in 2019. 

Analysis 
Location 

Dataset Treatment Variable Outcome Variable Outcome 
Type 

Main Text Census Some College Ln (Earnings) Continuous 
Main Text Medicare Ischemic Heart Disease Hospital Days Continuous  
Main Text Medicare Ischemic Heart Disease Mortality (2019) Binary 
Appendix F Medicare Ischemic Heart Disease Ln(Total Spending) Continuous 
Appendix F Medicare Diabetes Hospital Days Continuous 
Appendix F Medicare Diabetes Mortality (2019) Binary 
Appendix F Medicare Diabetes Ln(Total Spending) Continuous 
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Table 2: Simulation Model Specifications 
Table summarizes simulation specifications.  Designs 1-5 are same as AAIW. 
[*add explanation of A, B, AA, and C variations] 
 
Model 1 is AAIW base model, using all observations.  Model 2 is same except observations are drawn from full 
sample with probability p=0.1.  For model 3, p=0.1 and heterogeneity of treatment effect and treatment assignment 
probability across clusters are 4 x (observed in the sample).  For model 4, p=0.1 and treatment effect is assumed to 
be same for all clusters but heterogeneity in treatment assignment probability is (4 x observed).  For model 5, p=0.1 
and treatment effect heterogeneity across clusters is (4 x observed) but treatment assignment probability is assumed 
to be same (𝐴𝐴𝑚𝑚����) for all clusters.  Models 1A and 2A are same as models 1 and 2 except treatment assignment 
probability is fixed in each cluster and taken from the data, not drawn from a distribution during simulations.  Model 
2B is same as model 2 except treatment assignment probability is assumed to be 𝐴𝐴𝑚𝑚���� for all clusters.  Model 2C is 
same as model 2 except population is 40 states (we deterministically excluded 12 states, chosen randomly: AK, CO, 
DE, GA, MD, MN, MO, NC, ND, NE, UT, VA).  Model 2AA is the same as model 2A except that it uses a 
simplified bootstrap procedure in which each state is drawn together with its observed treatment probability Am. 
Model 4C is the same as Model 4 except that we deterministically excluded 12 states from the population. 
 
Analysis 
Location 

Design # 
 

Fixed 𝐴𝐴𝑚𝑚 Treatment Prob. 
Heterogeneity 
(𝑐𝑐𝑙𝑙𝑙𝑙𝑙𝑙−𝑜𝑜𝑜𝑜𝑜𝑜𝑜𝑜)  

Treatment Effect 
Heterogeneity 
(𝑐𝑐𝜏𝜏) 

Observed 
Sample 
Fraction (𝑝𝑝) 

Clusters in 
Population 

Main text 1 No 1.0 1.0 1.0 52 
Appendix F 2 No 1.0 1.0 0.1 52 
Main text 3 No 4.0 4.0 0.1 52 
Main text 4 No 4.0 0.0 0.1 52 
Appendix F 5 No 0.0 4.0 0.1 52 
Appendix F 1A Yes N/A 1.0 1.0 52 
Appendix F 2A Yes N/A 1.0 0.1 52 
Appendix F 3A Yes N/A 4.0 0.1 52 
Appendix F 2B No 0.0 1.0 0.1 52 
Appendix F 3B Yes N/A 8.0 0.1 52 
Appendix F 2AA Yes N/A 1.0 0.1 52 
Appendix F 2C No 1.0 1.0 0.1 40 
Appendix F 4C Yes N/A 1.0 0.1 40 
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Table 3.  Simulated normalized standard errors and coverage using Census dataset 
(Outcome: ln(income); Treatment: Some College) 
Panel A.  First columns show means for the normalized standard errors reported in AAIW (their Table II), based on 
1,000 simulation runs with cluster FE.  Bootstrap methods use 200 draws within each simulation.  Last column 
shows results for restricted wild cluster bootstrap (WCR). Panel A1.  Replication of Abadie et al. using all 52 states.  
Panel A2.  Results with 30 states (chosen at random for each simulation) Panel B.  Coverage of each model.  Panel 
B1.  Replication of Abadie et al. using all 52 states.  Panel B2.  Results with 30 states (chosen at random for each 
simulation) Both panels:  √𝑁𝑁 𝑠𝑠.𝑑𝑑. and √𝑣𝑣� are two measures of the assumed true s.e. (not observable in real data); 
CCV is causal cluster variance; TSCB is two-stage cluster bootstrap; WCR is restricted wild cluster bootstrap; RI is 
randomization inference.  Model 1 is Abadie et al. (2023) base model, using all observations.  For model 3, p=0.1 
and heterogeneity of treatment effect and treatment assignment probability across clusters are 4 x (observed in the 
sample).  For model 4, p=0.1 and treatment effect is assumed to be same for all clusters but heterogeneity in 
treatment assignment probability is (4 x observed).   

Panel A1.  Normalized standard errors (52 states) 

  s.e. estimator 
Model √𝑁𝑁 𝑠𝑠.𝑑𝑑. √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1 2.34 2.32 1.90 44.64 2.32 2.31 50.17 
3 12.43 11.90 2.13 56.51 11.58 12.10 63.92 
4 2.09 2.04 2.05 1.98 2.04 2.08 2.17 

Panel A2.  Normalized standard errors (30 states) 

  s.e. estimator 
Model √𝑁𝑁 𝑠𝑠.𝑑𝑑. √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1 30.76 29.08 1.90 39.01 25.44 31.32 46.58 
3 41.11 38.55 2.12 49.32 32.99 40.81 58.93 
4 2.04 2.04 2.04 1.94 2.00 2.65 2.25 

Panel B1.  Coverage of (assumed) true estimate (52 states)  

Model  √𝑣𝑣� robust 
(HC2) 

clustered 
(CR0) 

CCV TSCB WCR 

1  0.950 0.901 1.000 0.952 0.946 1.000 
3  0.940 0.280 1.000 0.917 0.957 1.000 
4  0.949 0.952 0.935 0.952 0.958 0.959 

Panel B2.  Coverage of (assumed) true estimate (30 states)  

Model  √𝑣𝑣� robust 
(HC2) 

clustered 
(CR0) 

CCV TSCB WCR 

1  0.969 0.046 0.916 0.807 0.855 0.951 
3  0.967 0.054 0.889 0.803 0.875 0.933 
4  0.955 0.954 0.927 0.948 0.990 0.953 
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Table 4.  Simulated normalized standard errors and coverage from Medicare dataset 
(Outcome: total hospitalization days; Treatment: ischemic heart disease)  
Table is similar to Table 3 except for dataset, treatment variable, and outcome.  Dataset is Medicare 5% random 
sample for 2019; treatment is ischemic heart disease (measured in 2018) Panel A.  First columns show means for the 
normalized standard errors reported in Abadie et al. (Table II for their models, with cluster FE, using 1,000 
simulation runs.  Bootstrap and RI methods use 200 draws within each simulation.  Last two columns show results 
for wild cluster bootstrap (WCR) and randomization inference (RI) approaches. Panel A1.  Replication of Abadie et 
al. using all 52 states.  Panel A2.  Results with 30 states (chosen at random for each simulation) Panel B.  Coverage 
of each model.  Panel B1.  Replication of Abadie et al. using all 52 states.  Panel B2.  Results with 30 states (chosen 
at random for each simulation) Both panels:  √𝑁𝑁 𝑠𝑠.𝑑𝑑. and √𝑣𝑣� are two measures of the assumed true s.e. (not 
observable in real data); CCV is causal cluster variance; TSCB is two-stage cluster bootstrap; WCR is restricted wild 
cluster bootstrap; RI is randomization inference.  Model 1 is Abadie et al. (2023) base model, using all observations.  
For model 3, p=0.1 and heterogeneity of treatment effect and treatment assignment probability across clusters are 4 
x (observed in the sample).  For model 4, p=0.1 and treatment effect is assumed to be same for all clusters but 
heterogeneity in treatment assignment probability is (4 x observed).   

Panel A1.  Normalized standard errors (52 states) 
  s.e. estimator 
Model √𝑁𝑁 𝑠𝑠.𝑑𝑑. √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1 19.37 18.98 16.96 57.52 18.96 18.66 62.32 
3 36.13 37.23 16.83 77.44 36.74 34.76 86.27 
4 16.84 16.69 16.68 16.06 16.60 20.39 17.49 
Panel A2.  Normalized standard errors (30 states) 
  s.e. estimator 
Model √𝑁𝑁 𝑠𝑠.𝑑𝑑. √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1 40.86 40.27 16.96 56.82 39.67 48.51 66.29 
3 59.68 58.34 16.93 75.29 56.09 67.11 90.58 
4 16.63 16.69 16.66 15.57 16.17 24.08 18.08 
Panel B1.  Coverage of (assumed) true estimate (52 states)  
Model  √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1  0.949 0.915 1.000 0.947 0.942 1.000 
3  0.963 0.624 0.999 0.957 0.944 0.999 
4  0.950 0.939 0.926 0.936 0.984 0.948 
Panel B2.  Coverage of (assumed) true estimate (30 states)  

Model  √𝑣𝑣� robust 
(HC2) 

clustered 
(CR0) 

CCV TSCB WCR 

1  0.957 0.577 0.989 0.941 0.975 0.997 
3  0.947 0.423 0.976 0.920 0.966 0.990 
4  0.956 0.957 0.919 0.945 0.997 0.951 
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Table 5.  Simulated normalized standard errors and coverage from Medicare dataset 
(Outcome: death; Treatment: ischemic heart disease)  
Table is similar to Table 4 except for outcome., which is death during 2019. Panel A.  First columns show means for 
the normalized standard errors reported in Abadie et al. (Table II for their models, with cluster FE, using 1,000 
simulation runs.  Bootstrap and RI methods use 200 draws within each simulation.  Last two columns show results 
for wild cluster bootstrap (WCR) and randomization inference (RI) approaches. Panel A1.  Replication of Abadie et 
al. using all 52 states.  Panel A2.  Results with 30 states (chosen at random for each simulation) Panel B.  Coverage 
of each model.  Panel B1.  Replication of Abadie et al. using all 52 states.  Panel B2.  Results with 30 states (chosen 
at random for each simulation) Both panels:  √𝑁𝑁 𝑠𝑠.𝑑𝑑. and √𝑣𝑣� are two measures of the assumed true s.e. (not 
observable in real data); CCV is causal cluster variance; TSCB is two-stage cluster bootstrap; WCR is restricted wild 
cluster bootstrap; RI is randomization inference.  Model 1 is Abadie et al. (2023) base model, using all observations.  
For model 3, p=0.1 and heterogeneity of treatment effect and treatment assignment probability across clusters are 4 
x (observed in the sample).  For model 4, p=0.1 and treatment effect is assumed to be same for all clusters but 
heterogeneity in treatment assignment probability is (4 x observed).   

Panel A1.  Normalized standard errors (52 states) 
  s.e. estimator 
Model √𝑁𝑁 𝑠𝑠.𝑑𝑑. √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1 0.70 0.72 0.73 1.23 0.75 0.78 1.34 
3 0.96 0.98 0.70 1.68 0.97 1.05 1.83 
4 0.71 0.70 0.71 0.70 0.71 0.89 0.76 
Panel A2.  Normalized standard errors (30 states) 
  s.e. estimator 
Model √𝑁𝑁 𝑠𝑠.𝑑𝑑. √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1 0.96 0.98 0.73 1.19 0.96 1.23 1.37 
3 1.37 1.34 0.71 1.62 1.28 1.64 1.89 
4 0.75 0.71 0.71 0.70 0.71 1.06 0.81 

Panel B1.  Coverage of (assumed) true estimate (52 states)  
Model  √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1  0.951 0.955 0.997 0.957 0.963 0.998 
3  0.958 0.847 0.997 0.952 0.973 0.998 
4  0.945 0.953 0.943 0.952 0.987 0.955 

Panel B2.  Coverage of (assumed) true estimate (30 states)  
Model  √𝑣𝑣� robust 

(HC2) 
clustered 
(CR0) 

CCV TSCB WCR 

1  0.959 0.868 0.976 0.947 0.987 0.984 
3  0.956 0.704 0.961 0.924 0.975 0.976 
4  0.937 0.938 0.918 0.936 0.991 0.950 
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Figure 1. Census Data; Continuous Outcome 
Figure shows normalized s.e.’s (left-hand graphs) coverage rates (right-hand graphs) for estimated effect of 
treatment (some college) on ln(income).  Panel A.  Uses Abadie model 1 (full available sample).  Panel B. Uses 
Abadie model 2 (random draw of 10% of observations from full sample.  Panel C.  Uses Abadie model 4 (10% 
sample with high heterogeneity for treatment assignment but homogeneous treatment effect across clusters).  See 
Appendix for Abadie models 3 and 5 and for variations on the Abadie models. 

Panel A.  Full sample (Abadie model 1)  

    
Panel B.  10% sample (Abadie model 3)  

    
Panel C.  10% sample, high treatment assignment heterogeneity, homogenous treatment effect (Abadie model 
4)  
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Figure 2. Medicare Data; Continuous Outcome 
Figure shows normalized s.e.’s (left-hand graphs) coverage rates (right-hand graphs) for estimated effect of 
treatment (ischemic heart disease) on hospital days. Panels are otherwise similar to Figure 1.   

Panel A.  Full sample (Abadie et al. model 1)  

   
Panel B.  10% sample (Abadie et al. model 3)  

   
Panel C.  10% sample (Abadie et al. model 4)  
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Figure 3. Medicare Data; Binary Outcome 
Figure shows normalized s.e.’s (left-hand graphs) coverage rates (right-hand graphs) for estimated effect of 
treatment (ischemic heart disease) on mortality (binary outcome).  Panels are otherwise similar to Figure 1.   

Panel A.  Full sample (Abadie model 1)  

 

   
Panel B.  10% sample (Abadie model 3)  

   
Panel C.  10% sample (Abadie model 4)  
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